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Abstract
We use a subset of the National Educational Longitudinal Study of 1988 (NELS88) data set throughout our introductory statistics course to impart a meaningful, contextual, and cohesive approach.  In this paper, we describe our NELS data set and give several examples of its use in our classes.  
The NELS data set is based on a survey conducted by the National Center of Education Statistics (NCES) beginning in the spring of 1988 on a nationally representative sample of approximately 25,000 eighth graders.  The goal of the study was to measure achievement outcomes in four core subject areas (English, history, mathematics, and science), and personal, familial, social, institutional, and cultural factors that might relate to these outcomes.  Follow-ups were conducted every two years until the spring of 1994.  For use in our courses, we have selected a sub-sample of 500 cases and 48 variables.  The cases were sampled randomly from the approximately 5,000 students who responded to all four administrations of the survey and who pursued some form of post-secondary education.  In using a single data set to address a number of different questions, students learn that multiple methods of analysis can be used in connection with a single data set to extract all relevant information from it. 

Introduction

Following established guidelines in statistics education, we use real data, a subset of the National Education Longitudinal Study of 1988 (NELS88) data set, throughout our introductory statistics courses to impart a meaningful, contextual, and cohesive approach to the class.  In this paper, we include both a description of this real-world data set and specific examples using it to illustrate statistical concepts in our introductory class.  Finally, we tell you how to access our NELS data set on the web and how to access the original NELS88 through the National Center for Education Statistics website.  

Description of our NELS data set
The NELS data set is based on a survey conducted by the National Center for Education Statistics (NCES) of the U.S. Department of Education beginning in the spring of 1988. The respondents to the survey consisted of a nationally representative sample of approximately 25,000 eighth graders.  The goal of the study was to measure achievement outcomes in four core subject areas (English, history, mathematics, and science), and personal, familial, social, institutional, and cultural factors that might relate to these outcomes.  Follow-ups were conducted every two years until the spring of 1994 when the students were two years post-secondary.  For use in our courses, we have selected a sub-sample of 500 cases and 48 variables.  A complete description of the variables contained in our NELS data set is given in Appendix A.  It is clearly unfeasible to analyze the NELS data set by hand, so students learn to use a computer statistics package, SPSS, for all analyses, modeling statistical practice.  The student version of SPSS is sufficient because it can handle up to 50 variables in a data set.  
The cases were sampled randomly from the approximately 5,000 students who responded to all four administrations of the survey, were always at grade level (neither repeated nor skipped a grade) and pursued some form of post-secondary education.  The particular variables were selected to explore the relationships between student and home-background variables, self-concept, educational and income aspirations, academic motivation, risk-taking behavior, and academic achievement.  These issues resonate with our young adult students.  The data set is rich in its inclusion of many different types of variables, a pedagogically valuable trait.  This variety is the basis of many different examples for each course topic.  In using a single data set to exemplify a number of different topics throughout our course, students learn that multiple methods of analysis can be used in connection with a single data set to extract all relevant information from it. 

From a statistical perspective, the NELS data set includes a variety of types of variables.  Some of them are naturally numeric, such as FAMSIZE, the number of members in the student’s household.  Others are instrument-based composites, such as SLFCNC08, eighth grade self-concept, and SES, socio-economic status.  Others involve coded categories, such as GENDER and PARMARL8, parents’ marital status in eighth grade.  These coded categories are not always intuitive, as in the variable CUTS12 that represents the number of times the student skipped or cut classes in twelfth grade.  Even though the variable might seem to be naturally numeric, it has been measured on an ordinal scale with 0 representing never, 1 representing one to two times, 2 representing three to six times, etc.  
The data set contains variables of every level of measurement.  There are dichotomous variables, such as GENDER and nominal variables with more than two categories, such as PARMARL8.  There are ordinal variables, such as CUTS12.  There are variables measured on Likert-type scales, such as TCHERINT, which measures the level of agreement with the statement “my teachers are interested in students” on a four-point scale, which may be viewed as being measured at the interval level. There are naturally numeric ratio-level variables, such as SCHATTRT, the average daily attendance rate of the school that the student attends and FAMSIZE.  
There are many discrete variables, such as GENDER, PARMARL8, and SCHATTRT and continuous variables, such as SES and achievement variables like ACHMAT12, which gives the twelfth grade math achievement score of the student.  Most variables take on integer values, but the achievement variables are rounded to the nearest hundredth.  None take on negative values, except where they represent missing values.  
The distributions of the variables exhibit a variety of shapes.  For the most part, the shapes of these distributions match students’ intuition.  Some variables are approximately symmetric, such as SES and achievement variables like ACHMAT12.  Others are negatively skewed, such as SLFCNC08 and SCHATTRT.  Others are positively skewed, such as EXPINC30, the estimate the student makes in eighth grade for his or her income at age 30 and APOFFER, the number of advanced placement courses offered by the school the student attends.  Unfortunately, there are no bimodal variables.  Among the categorical variables, some are well balanced, such as GENDER, while others are not, such as HOMELANG, the home language background of the student with 1 representing non-English only, 2 representing non-English dominant, 3 representing English dominant, and 4 representing English only (81% speak only English at home), and CIGARETT, whether or not the student had ever smoked a cigarette by eighth grade (85% indicated that they had not).   
Examples using our NELS data set
The diversity of the variables in the NELS data set enables us to use them to illustrate different themes throughout the course.  In this paper, we indicate the comprehensiveness of the NELS as a basis for our discussions on graphical displays of a single variable, measures of central tendency, describing relationships between variables, and inferential techniques such as the independent samples t-test.  Using examples from this data set throughout our course results in an integrated curriculum in which students learn some of the subtleties in selecting the appropriate statistical technique for a given research question.  
Graphical displays of a single variable
The univariate statistical displays included in our course are the bar and pie graphs, the histogram, line, stem-and-leaf graphs, and the boxplot.  Students appreciate a “recipe” for selecting an appropriate graph to summarize a given variable.  We develop the general guideline that for variables measured at the nominal level and for those at the ordinal level with fewer than 5 categories, the bar and pie graphs are appropriate.  For variables measured at the ordinal level with 5 or more categories, or at the interval or scale level, the histogram, line, stem-and-leaf, and boxplots usually are the best.  These rules work most of the time and are well supported by the variables in the NELS data set.  However, the data set also contains some variables for which this rule of thumb is too simplistic.  Students learn that there is no substitute for knowing your data and thinking about the procedures you are using.  
For example, the variable ID, which gives the student’s case number, 1 – 500 for the 500 students in the NELS, is an interval-leveled variable.  However, because the variable has a uniform distribution, the graph is a straight line, as in Figure 1.  In this case, the variable is uninteresting and a graphical summary is unnecessary.    
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Figure 1.  Line graph for the variable ID.

Another example relates to the variable TCHERINT, which measures the level of agreement with the statement “my teachers are interested in students” on a four-point Likert scale.  Although this variable may be viewed as being measured at the interval level, and a histogram is appropriate, there are so few categories that a bar graph, in which the bars are labeled more meaningfully, is a viable choice.  TCHERINT is exceptional because most of the variables in the NELS that are measured at the interval level, such as the achievement variables, the self-concept variables, and the socio-economic status variable, take on many values and are more appropriately summarized by the histogram.  
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Figure 2.  Histogram and bar graph for the variable TCHERINT.
Finally, the variable CUTS12, that represents the number of times the student skipped or cut classes in twelfth grade is ordinal and takes on six levels.  In this case, the bar graph is more appropriate than the histogram, because the labeling is valuable.  The histogram makes it seem as though no one cut class more than 5 times in twelfth grade.  If the variable had been measured in a naturally numeric way, with the value representing the actual number of cuts, a histogram would have been perfectly appropriate.  Examples like these, coupled with a substantial number of examples that follow the given guidelines can indicate to students at the introductory level that statistics is an art that requires good judgment, not just a set of rules to be applied blindly. 
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Figure 3.  Histogram and bar graph for the variable CUTS12. 
Measures of central tendency
In our discussion of measures of central tendency, we indicate that these measures describe a “typical value” in the distribution.  We use the mode to describe variables that are nominal, the mode or the median to describe variables that are ordinal, and the mean or the median to describe variables that are interval or ratio.  The reasons for these choices are observable using the NELS data set.
The pros and cons of the mode for describing a nominal distribution are apparent using the NELS.  For example, consider the variable CIGARETT, whether or not the student had ever smoked a cigarette by eighth grade for which 85% indicated that they had not.   It makes sense to describe the typical student in the NELS as someone who reported that he or she had not tried cigarettes by eighth grade and we see that the mode is an appropriate measure of central tendency in this case.  However, the variable REGION, geographic region of the school that the student attends, is distributed so that 106 students attend schools in the northeast, 151 in the north central, 150 in the south, and 93 in the west.  In this case, it seems deficient to describe the typical student as from the north central, when the south is such a close contender.  Although the mode is the north central, we use the example to introduce the concept of a bimodal distribution and to illustrate some of the shortcomings of the mode.  The example can be extended so that students understand why the mode is often not appropriate for interval and ratio leveled variables, especially when there are several modes.  The example can also be used to understand that unlike the mode, the median and mean are dependent on the coding of the variable and are not useful measures for data without an underlying order.  
We use the ordinal-leveled variables in the NELS to characterize those distributions that are appropriately summarized by the mode or the median or both.  For example, the variable URBAN classifies the type of environment in which the student lives with 123 students coming from an urban environment (coded as a 1), 215 coming from a suburban environment (coded as a 2), and 162 coming from a rural environment, (coded as a 3).  In this instance, the mode is an appropriate measure of central tendency and yields the same category (suburban) as the median.  The distribution of the variable ABSENT12, the number of times the student missed school in twelfth grade, cannot be summarized so easily.  The frequency distribution is provided in Table 1.  The mode is 1, representing 1-2 absences typically in twelfth grade.  The median, however, is 1.5, indicating that the typical number of absences is between 1 – 2 times and 3 – 6 times.  We need to understand why we get two different values.  We see that the frequencies for both the values 1 and 2 are relatively large and that the distribution is slightly positively skewed.  In this case, the median gives a different summary of the distribution because it accounts for all of the values.  Students can understand why multiple statistics can be helpful to fully understand a distribution.   
Table 1.  Frequency distribution of ABSENT12.
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When the data are measured at the interval or ratio level, we generally use the mean or the median to characterize the central tendency of the distribution.  We select the median, a robust measure, when the distribution is severely skewed and the mean otherwise.  Examples from the NELS data set illustrate the appropriateness of these choices.  The variable SES is roughly symmetric and unimodal, and we see that the three measures of central tendency are approximately the same and they indicate that a typical SES score is about 19.  
A different result is seen for the variable EXPINC30, the estimate the student makes in eighth grade for his or her income at age 30, because it is severely positively skewed.  Figure 4 contains boxplots comparing this distribution for males and females.  We can see that there are two males in the data set (cases 102 and 494) who were unusually optimistic about their future earnings.  Because the male distribution is severely positively skewed, we expect that the male mean is considerably higher than the male median.  The mean expected income at age 30 of the 215 males who responded to this question is $60,721, while the male median is $45,000.  The stem-and-leaf plot of the distribution for males, provided in Figure 5, indicates that the typical expected income for the bulk of the distribution is better reflected by the median than the mean.      


To fully understand what is meant by robustness in this case, we can explore the extent to which our summary statistics would change if these two male outliers were removed from the analysis.  The value for the male median would be unchanged.  The value for the male mean would be $54,249, quite a bit closer to the median.  We see that, indeed, the mean is heavily influenced by these two cases and the median is not.  

[image: image7.png]102
1000000 B
eoo0oo -]
2
3
®
3
?
& eooooo-|
£
H Lo
£
3 soooo]
H
2
o 29 L
352168 257
200000-] o K
22 434 360,284
308501 254
@ %"
T T
el Fensle

Gender




Figure 4.  Boxplot comparison of EXPINC30 by GENDER.
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Figure 5.  Stem-and-Leaf Plot of EXPINC30 for males.



In terms of the comparison between males and females on EXPINC30, whether one uses the mean or the median, males are shown to have higher expected incomes at age 30 than females.  The 215 males who responded to this question expect an income at age 30 of $60,721, on average, while the 244 females who responded to this question expect an income at age 30 of only $43,516, on average.  The male median is $45,000 while the female median is $40,000.  However, the magnitude of the difference is considerably greater between the sexes when one uses the mean rather than the median as a measure of central tendency.  The median is not as influenced by these two outliers and is a better indicator of the difference between males and females relative to the bulk of the cases in our data set.  

We can use the NELS data set to investigate the interpretation of these measures of central tendency for dichotomous variables.  For example, the variable GENDER is coded so that 0 represents a male and 1 represents a female.  There are 227 (45%) males in the data set and 273 (55%) females.  The value of the mean is .55, the median is 1, and the mode is 1.  Interpreting these values we see that the mode and the median indicate that more than half of the students in the NELS data set are females.  The mean indicates the proportion of females and yields more information.

One benefit of using the NELS with its many naturally numeric variables as the basis of these examples with a focus on interpretation is that students in the course tend to develop good number sense.  They ask themselves whether the values they obtain for the measures of central tendency make sense as typical values in the distribution.  Does it make sense that the typical student is from a suburban environment, given what I know about the regional composition of the United States?  Would eighth grade males in 1988 predict their expected incomes at age 30 to be $45,000?   Because of their awareness of the numbers, students understand why it would not be appropriate to report the mean of REGION. 

Describing relationships between variables
We also are able to illustrate the analysis of several different types of bivariate relationships using the NELS.  Such is the array of variables in the NELS that we are able to develop examples involving relationships of different magnitudes as well as examples involving relationships between variables with a variety of levels of measurement.
Using the NELS data set we can find Pearson correlations of different magnitudes and directions.  The variable ACHMAT12, twelfth grade math achievement, works nicely in many examples.  The correlation between ACHMAT12 and TCHERINT is r = -.18, and the scatterplot is given in Figure 6.  Because TCHERINT is coded so that a low score indicates greater perceived teacher interest, we see that greater perceived teacher interest is associated with relatively higher twelfth grade math achievement among students in the NELS.  The correlation between ACHMAT12 and ACHRDG12, twelfth grade reading achievement is r = .64, indicating that students in the data set who do relatively well in math tend also to do relatively well in reading.  The scatterplot is given in Figure 7.  The correlation between ACHMAT12 and FAMSIZE, family size is r = .02, indicating that there is little or no linear relationship between the two.  Because the data are real, students get a genuine sense of the kinds of Pearson values that tend to occur in the behavioral sciences.
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Figure 6.  Scatterplot of ACHMAT12 by TCHERINT
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Figure 7.  Scatterplot of ACHMAT12 by ACHRDG12

The data set does not limit us to exploring relationships between variables that are either interval or ratio.  The interpretation of the Pearson correlation can easily be extended to the cases of the point biserial and the phi-coefficient.  For example, NURSERY, whether or not the student attended nursery school, is coded with 0 representing no and 1 representing yes.  The Pearson correlation between NURSERY and ACHMAT12 (sometimes called the point-biserial correlation) is r = .13, indicating that among students in the NELS data set, those who attended nursery school performed modestly better in twelfth grade mathematics than did those who did not.  The scatterplot is provided in Figure 8.  Another example involves the variable COMPUTER, in which the students indicated whether or not they had a computer at home in eighth grade, with 0 representing no and 1 representing yes.  The Pearson correlation between NURSERY and COMPUTER (sometimes called the phi-coefficient) is r = .20, indicating for these students, those who attended nursery school tended also to own a computer in eighth grade.  We include a discussion about the possibility that both nursery school attendance and computer ownership are acting as proxies for socio-economic status.  Using SPSS, we can easily perform transformations, including translation and reflection on these dichotomous variables and investigate the effect on the correlation coefficient.
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Figure 8.  Scatterplot of ACHMAT12 and NURSERY

We also introduce other means of analyzing relationships such as contingency tables, the Spearman correlation, and measures of central tendency.  We have seen that among students in the NELS data set, those who attended nursery school tended also to own a computer in eighth grade, but we have quantified the relationship using the Pearson correlation, a scale that the students may not yet trust.  In addition, we could calculate the percentage of both nursery and non-nursery school student owning computers in eighth grade.  We use crosstabulation to obtain the contingency table given in Table 2.  From that we can calculate that approximately 34 percent of the children who had not attended nursery school owned a computer in eighth grade, whereas approximately 56 percent of those who had attended nursery school owned a computer in eighth grade.  Here, we have corroborated the results of the Pearson analysis using a different approach. 
Table 2.  Crosstabulation of NURSERY with COMPUTER
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We handle a variety of cases of bivariate relationships.  We use the contingency table techniques to investigate relationships between dichotomous variables and those that are nominal or ordinal with fewer than five categories.  For example, the contingency table was the basis of the preceding analysis of the relationship between NURSERY and COMPUTER.  Or, we might use it to investigate whether there are regional differences in nursery school attendance.  
We look at the Spearman correlation coefficient to describe relationships when one variable is ordinal and the other is either dichotomous, ordinal, interval, or ratio.  For example, we can use the Spearman correlation to understand the relationship between HWKIN12, the time spent on homework weekly in school per week in twelfth grade and HWKOUT12, the time spent on homework weekly out of school in twelfth grade.  These variables are measured on an ordinal scale much like the variable CUTS12.  We try to guess whether the correlation will be positive or negative and the implications of each scenario for student study habits.  We find that the Spearman correlation is rho = .38, indicating that students who spend more time in school on homework, tend to do so outside of school too.  The associated scatterplot is given as Figure 9. 
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Figure 9.  Scatterplot between HWKIN12 and HWKOUT12.
Finally, we round out our discussion of bivariate relationships with a review of the techniques we learned in the chapter that included measures of central tendency to investigate relationships between nominal or ordinal variables and those that are interval or scale.  For example, we can investigate whether there is a relationship between the region of the school that the student attended and in twelfth grade math achievement.  The associated boxplots are given Figure 10.  Because the distribution of twelfth grade math achievement is skewed for the Northeast and the North Central, we compare medians.  We see that among students in the NELS data set, the highest typical achievement is found in the West (median = 59.03), followed by the Northeast (median = 58.74), the North Central (median = 56.50), and then the South (median = 55.29).  Using the means, we have a slightly different order.  Among students in the NELS data set, the highest typical achievement is found in the Northeast (mean = 58.24), followed by the West (mean = 57.51), the North Central (mean = 56.40), and then the South (mean = 56.09).  
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Figure 10.  Boxplots of regional twelfth grade math achievement.

The value of the NELS data set to illustrate our discussion of bivariate relationships is in its breadth.  Because we can include such a wide variety of cases, students come to understand that given a research question, the first consideration is the level of measurement of the variables involved and the second consideration is the shape of the distributions.  Students learn that not all questions can be answered using the Pearson correlation.  The NELS also shares the advantage of all real data sets in that the statistical values are real and the students get a sense of why Cohen’s considers r = .5 a strong correlation in the behavioral sciences.
Independent samples t-test


Inferentially, we treat the NELS data set as a simple random sample that can be generalized to all college-bound students who were always at grade level.  Accordingly, we conduct tests of inference on some of the same problems raised within the descriptive context (e.g., is there a relationship between computer ownership in 1988 and twelfth grade mathematics achievement, do student predictions of their income at age 30 in eighth grade vary by gender).  Again, we can find a variety of cases in the NELS data set.  In the case of differences in twelfth grade math achievement by eighth grade computer ownership, the analysis is fairly straightforward.  The sample size is large enough that the slight violation of the normality assumption does not pose a threat to the validity of the results of the independent samples t-test and the results of Levene’s test indicate that the homogeneity of variances assumption is not violated.  The results of the independent samples t-test indicate that among college-bound students in the U.S. who are always at grade level, those whose family owns a computer in eighth grade (M = 58.36, SD = 7.93) score statistically significantly higher in twelfth grade math achievement, on average, than those whose family does not (M = 55.60, SD = 7.62), t(498) = 3.97, p < .0005.  To understand the magnitude of this difference in practical terms, we calculate, report, and interpret Cohen’s d.  We see that those whose family owns a computer in eighth grade score approximately .36 standard deviations higher in twelfth grade math achievement, on average, than those whose family does not, a small to moderate effect according to Cohen’s scale. 

Because we are using SPSS for computation, it is easy to compare the results of the independent samples t-test and the Pearson correlation.  We can see that not only is the question, “Is there a difference in twelfth grade math achievement between those who did and did not own a computer in eighth grade, on average?” equivalent to the question, “Is there a relationship between twelfth grade math achievement and eighth grade computer ownership?”, but also we can see that the results of the two analyses are the same.
We can also look at a case where the assumptions underlying the independent samples t-test are violated, such as whether there are gender differences in expected income at age 30.  The normality assumption is clearly violated, as is the homogeneity of variances assumption.  In this case, we can experiment with nonlinear transformations to normalize the distribution of expected incomes, or we can use non-parametric statistics.  In cases where the sample size compensates for any violation of the normality assumption, but the group sizes are quite different, we can compensate for a violation of the homogeneity of variances assumption by using Satterthwaite’s estimate of variance, which is given in the SPSS output.  We use the example of UNITSCALC, the number of years of calculus taken, by CIGARETT.
These are just some examples of the use of the NELS data set for our course.  A more complete treatment may be found in our text, referenced at the end of this paper.  Details for obtaining the NELS data set without purchasing the text may be found in the last section of the paper.
The data set is ideal for our introductory classes because it is comprehensive and relevant to our students.  The use of the computer statistics package is integrated throughout the course so that students learn practical data analyses.  Because the numbers are real and relate to issues of interest to the students, the interpretation of the values is emphasized and students develop a degree of number sense.  It is complex enough that students go beyond the basics in the topics and handle some subtle variations on each of the themes in the course.  By the end of the course students are able to generate their own research questions about the NELS data set and to answer them using the techniques they have learned.  Because the data set is so complex, they generate some questions that require techniques beyond the scope of the course, motivating additional statistical education.  They come to understand the vast possibilities for statistical analysis.    
Obtaining the NELS data set
Our version of the NELS data set and a copy of this paper may be downloaded at the homepage of the first author, http://www.users.drew.edu/sabramow/.  The data set is formatted for SPSS.  If you prefer another format, send an e-mail request to sabramow@drew.edu and we will try to accommodate you.  If you would like to create your own version of the NELS data set, you may order a copy through the NELS88 page of the National Center for Education Statistics website, http://nces.ed.gov/surveys/nels88/.  The site gives contact information for obtaining the actual data files and links to download the associated electronic codebooks. 
Appendix A  

Detailed description of our NELS data set
	Variable Name
	Variable Label
	Additional Description

	absent12
	Number of Times Missed School
	0 = Never; 1 = 1-2 Times; 2 = 3-6 Times; 3 = 7-9 Times; 4 = 10-15 Times; 5 = Over 15 Times             



	achmat08
	Eighth Grade Math Achievement
	Similar to ACHRDG08

	achmat10
	Tenth Grade Math Achievement
	Similar to ACHRDG08

	achmat12
	Twelfth Grade Math Achievement
	Similar to ACHRDG08

	achrdg08
	Eighth Grade Reading Achievement
	Gives a score for the student’s performance in eighth grade on a standardized test of reading achievement.  Actual values range from 36.61 to 77.2, from low to high achievement.  99.98 = Missing; 99.99 = Missing

	achrdg10
	Tenth Grade Reading Achievement
	Similar to ACHRDG08

	achrdg12
	Twelfth Grade Reading Achievement
	Similar to ACHRDG08

	achsci08
	Eighth Grade Science Achievement
	Similar to ACHRDG08

	achsci10
	Tenth Grade Science Achievement
	Similar to ACHRDG08

	achsci12
	Twelfth Grade Science Achievement
	Similar to ACHRDG08

	achsls08
	Eighth Grade Social Studies Achievement
	Similar to ACHRDG08

	achsls10
	Tenth Grade Social Studies Achievement
	Similar to ACHRDG08

	achsls12
	Twelfth Grade Social Studies Achievement
	Similar to ACHRDG08

	advmath8
	Advanced Math Taken in Eighth Grade
	0 = No; 1 = Yes; 8 = Missing 

	alcbinge
	Binged on Alcohol Ever?
	0 = Never; 1 = Yes

	algebra8
	Algebra Taken in Eighth Grade?
	0 = No; 1 = Yes

	apoffer
	Number of Advanced Placement Courses Offered by School
	98 = Missing

	approg
	Advanced Placement Program Taken?
	0 = No; 1 = Yes; 6 = Missing; 8 = Missing

	cigarett
	Smoked Cigarettes Ever?
	0 = Never; 1 = Yes



	computer
	Computer Owned by Family in 8th Grade?
	0 = No; 1 = Yes


	Variable Name
	Variable Label
	Additional Description

	
	
	


	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	cuts12
	Number of Times Skipped/Cut Classes in Twelfth Grade
	0 = Never; 1 = 1-2 Times; 2 = 3-6 Times; 3 = 7-9 Times; 4 = 10-15 Times; 5 = Over 15 Times

	edexpect
	Highest level of education expected
	1 = Less than College Degree; 2 = Bachelor's Degree; 3 = Master's Degree; 4 = Ph.D., MD, JD, etc.

	excurr12
	Time Spent Weekly on Extra-Curricular Activities in Twelfth Grade
	0 = None; 1 = Less than 1 Hour; 2 = 1 - 4 Hours; 3 = 5 - 9 Hours; 4 = 10 - 14 Hours; 5 = 15 - 19 Hours; 6 = 20 - 24 Hours; 7 = 25 or More Hours

	expinc30
	Expected income at age 30
	-6 = Missing, -9 = Missing

	famsize
	Family Size
	98 = Missing

	finanaid
	Received Financial Aid in College
	 0 = No; 1 = Yes; -9 = Missing; -8 = Missing; -7 = Missing; -6 = Missing

	gender
	Gender
	0 = Male; 1 = Female

	homelang
	Home Language Background
	1 = Non-English Only; 2= Non-English Dominant; 3 = English Dominant; 4 = English Only

	hsprog
	Type of High School Program
	1= Rigorous Academic; 2 = Academic; 3 = Some Vocational; 4 = Other

	hwkin12
	Time Spent on Homework Weekly in School Per Week in Twelfth Grade
	0 = None; 1 = Less than 1 Hour; 2 = 1-3 Hours; 3 = 4-6 Hours; 4 = 7-9 Hours; 5 = 10-12 Hours; 6 = 13-15 Hours; 7 = 16-20 Hours; 8 = Over 20 Hours; 98 = Missing

	hwkout12
	Time Spent on Homework out of School per Week in Twelfth Grade
	0 = None; 1 = Less than 1 Hour; 2 = 1-3 Hours; 3 = 4-6 Hours; 4 = 7-9 Hours; 5 = 10-12 Hours; 6 = 13-15 Hours; 7 = 16-20 Hours; 8 = Over 20 Hours; 98 = Missing

	id
	Case Number
	


	impteduc
	How Important is a Good Education?
	1 = Not Important; 2 = Somewhat Important; 3 = Very Important

	late12
	Number Times Late for School in Twelfth Grade
	0 = Never; 1 = 1-2 Times; 2 = 3-6 Times; 3 = 7-9 Times; 4 = 10-15 Times; 5 = Over 15 Times

	marijuan
	Smoked Marijuana Ever?
	0 = Never; 1 = Yes

	numinst
	Number post-secondary institutions attended
	

	nursery
	Nursery School Attended?
	0 = No; 1 = Yes; 8 = Missing

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	

	
	
	


	Variable Name
	Variable Label
	Additional Description

	parmarl8
	Parents' Marital Status in Eighth Grade
	1 = Divorced; 2 = Widowed; 3 = Separated; 4= Never Married; 5 = Marriage-Like Relationship; 6 = Married; 98 = Missing

	region
	Geographic Region of School
	1= Northeast; 2 = North Central; 3 = South; 4 = West

	schattrt
	School Average Daily Attendance Rate 
	Gives the average daily attendance rate for the secondary school the student attends.  998 = Missing 

	schtyp8
	School Type in Eighth Grade
	Classifies the type of school each student attended in eighth grade where 1 = Public; 2 = Private, Religious; 3 = Private, Non-Religious

	ses
	Socio-Economic Status
	Gives a score representing the socio-economic status (SES) of the student, a composite of father’s education level, mother’s education level, father’s occupation, mother’s education, and family income.  Values range from 0 to 35, from low to high SES.

	slfcnc08
	Eighth Grade Self-Concept
	Similar to SLFCNC12

	slfcnc10
	Tenth Grade Self Concept
	Similar to SLFCNC12

	slfcnc12
	Twelfth Grade Self Concept
	Gives a score for student self-concept in twelfth grade.  Values range from 0 to 43.  Self-concept is defined as a person’s self-perceptions, or how a person feels about himself or herself.   Four items comprise the self-concept scale in the NELS questionnaire: I feel good about myself; I feel I am a person of worth, the equal of other people; I am able to do things as well as most other people; and, on the whole, I am satisfied with myself.  A self-concept score, based on the sum of scores on each of these items, is used to measure self-concept in the NELS study.   Higher scores associate with higher self-concept and lower scores associate with lower self-concept.

	tcherint
	My Teachers are Interested in Students
	Classifies student agreement with the statement “My teachers are interested in students” using the Likert scale 1 = Strongly agree; 2 = Agree; 3 = disagree; 4 = strongly disagree


	Variable Name
	Variable Label
	Additional Description

	unitcalc
	Units in Calculus (NAEP)
	Number of years of Calculus taken in high school

	unitengl
	Units in English (NAEP)
	Number of years of English taken in high school

	unitmath
	Units in Mathematics (NAEP)
	Number of years of Math taken in high school

	urban
	Urbanicity
	Classifies the type of environment in which each student lives where 1 = “Urban”, 2 = “Suburban”, and 3 = “Rural”.
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